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Before this paper, the best translation models were recurrent
or convolutional encoder-decoders, with attention bolted on

to connect the two halves. Recurrent models process tokens

one after another, which blocks parallel training.

The Transformer drops recurrence and convolutions entirely
and uses attention alone. The authors report better quality,
more parallelism and much less training time.
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THE CORE IDEA

Self-attention connects every position to
every other position in a constant number
of sequential steps. Arecurrent layer
needs O(n) steps. That one change makes
long-range dependencies easier to learn
and the whole model easier to parallelize.
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identical layers

Scaled dot-product attention Multi-head attention Positional encoding
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How it was trained

01 Hardware
One machine with 8 NVIDIA P100 GPUs. Base model: 100,000 steps in 12 hours.

02 Optimizer

Adam with alearning rate that warms up over 4,000 steps, then decays

03 Regularization

Residual dropout of 0.1and label smoothing of 0.1.

MODEL DIMENSION FEED-FORWARD INNER SIZE
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a fraction of the
training cost

nnnnnnnnnnn ion Parallel by design Open question in 2017
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